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This presentation may contain òforward-lookingó statements that are based on our beliefs and 

assumptions and on information currently available to us only as of the date of this presentation. 

Forward -looking statements involve known and unknown risks, uncertainties, and other factors that 

may cause actual results to differ materially from those expected or implied by the forward -looking 

statements. Further information on these and other factors that could cause or contribute to such 
differences include, but are not limited to, those discussed in the section titled òRisk Factors,ó set 

forth in our most recent Annual Report on Form 10 -K and Quarterly Report on Form 10 -Q and in our 

other Securities and Exchange Commission filings. We cannot guarantee that we will achieve the 

plans, intentions, or expectations disclosed in our forward Ȥlooking statements, and you should not 

place undue reliance on our forward Ȥlooking statements. The information on new products, 
features, or functionality is intended to outline our general product direction and should not be 

relied upon in making a purchasing decision, is for informational purposes only, and shall not be 

incorporated into any contract, and is not a commitment, promise, or legal obligation to deliver 

any material, code, or functionality. The development, release, and timing of any features or 

functionality described for our products remains at our sole discretion. We undertake no obligation, 
and do not intend, to update the forward -looking statements.

Safe harbor notice for forward -looking statements
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LLM agents are LLM-powered entities 
able to autonomously plan and take 
actions to execute goals over multiple 
iterations.
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LLM-Based Agents

Reinforcement Learning 
Agents

ÅRequire long training runs in 
sandboxed environments

ÅLimited action space

ÅLow generalizability to 
radically new tasks

ÅA Minecraft agent canõt 
send emails

LLM-Based Agents:
Zero-Shot Task Solvers

ÅLLMs can display some 
commonsense, since they 
have lots of world 
background knowledge

ÅGeneral -Purpose LLMs have 
probably been trained on 
the documentation of your 
software
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ÅObservations: API call results, search history, 

user-uploaded images, chat history

ÅActions: API calls, search calls, responses to 

the user

ÅPros: Lower latency, lower risks

ÅCons: needs appropriate APIs

Two kinds of LLM Agents

API agents Web agents

ÅObservations: what human would see + 

accessibility tree / raw DOM

ÅActions: enter text in fields, clicks

ÅPros: can do anything

ÅCons: higher latency, higher risks
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Todayõs Enterprise Workflows Remain Quite Manual
       (even with generative AI)

Do we have a 

KB that 
explains what 

to do?

Resolution 

Generation skill

What access 

control does 
Jon have? I generated 

resolution 
notes

Is there a 

similar 
incident?

Assign Jon the 

right role
Resolve

Close

Jon needs 

access to a KB

Human Agent

GenAI
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Automation in Enterprise Workflows

Scripted 
workflows 

Automate repetitive 

digital tasks with minimal 

workflow variations

RPA 
workflows

Conversational 
workflows

Automate repetitive system 

actions with UI -based 

interactions

Agentic 
workflows

Intelligence

L
e
v
e
l 
o
f 
A

u
to

m
a

tio
n

Automate resolution of high 

volume requests and submit 

tickets on behalf of the user, 
adapting interactions based on 

usersõ response

Iterative, interactive approach 

to automation, where the AI 

agent is empowered to 

engage in a more dynamic 

and self -reflective process.

AI workflows

Use machine learning 

models to dynamically 

adapt workflows based 
on patterns and 

feedback loops.

Flow Engine

Integrations

RPA bots Machine Learning models

Vision models

Generative AI

RAG

Conversation engine

Reasoning model

Agentic framework

Orchestration
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Agents solve for 
the Millions  of 
Low-Value/Low -
Volume Tasks

Todayõs automation
workhorses for high -
value or high -volume 
tasks
ÅRobotic Process Automation

ÅLow-Code / No -Code

What About?
Å Scheduling tweets

Å Sorting email
Å Updating CRM

Å Filling out time sheet

Å Arranging 15 -person meeting 

across 4 organizations



Demo: Directions to GTC (original video is 4x longer 
with long pauses)
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LLM-Based Single Agents: Typical Architecture

Source: https://lilianweng.github.io/posts/2023 -06-23-agent  

LLM
Agent

Planning

Reflection

Self-critique

Chain of thoughts

Subgoal
Decomposition

Tools

CodeInterpreter ()

WebSearch()

TriggerWorkflow ()

é more  é

Calculator()

Memory

Short-Term Memory
Long -Term Memory

(new tools)

Action

Environment

https://lilianweng.github.io/posts/2023-06-23-agent
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TapeAgents : towards a holistic framework
for agent development and optimization

ƍResumable sessions
ƍLow-code components
ƍFine-grained control
ƍConcurrency
ƍStreaming

LangGraph , AutoGen , 
Crew: 
ÅAgent == resumable 

modular state machine

Frameworks that address 
agent development needs

ÅStructured agent 
configuration

ÅStructured agent logs

ÅOptimization algorithms

DSPy, TextGrad , Trace :

ÅAgent == code that uses 
structured modules and 
generates structured logs

Frameworks for data -
driven agent optimization

TapeAgents :

Agent == 

Resumable modular state 
machine 

é with structured 
configuration

é that makes granular 
structured logs

é that can make fine-
tuning data from logs

é and reuse other agentõs 
logs

Holistic Frameworks
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TapeAgents  is a framework built around a structured, 
granular, semantic -level log: the tape

ÅAgent reads the tape , 

reasons, writes thoughts 

and actions to the tape

ÅEnvironment executes 

actions from the tape, 

write observations to 

the tape

ÅApps use the tape  as 

session states

ÅDev tool use tapes  to 
facilitate audit

ÅAlgorithms use tapes  to 
tune agent prompts

ÅAgents make finetuning 
data from tapes
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Agent reasoning loop: example

Simple two -agent structure 
(problem -specific)

TapeAgents  execution 
model
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TapeAgents  
allows the 
optimization of 
a Student Agent 
from the tapes 
of a Teacher 
Agent
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MAKING COST-EFFECTIVE

G R E A D  T  H

(CONVERSATIONAL) AGENTS
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MAKING COST-EFFECTIVE

G R E A D  T  H

GROUNDED RESPONSIVE ACCURATE DISCIPLINED TRANSPARENT HELPFUL

(CONVERSATIONAL) AGENTS
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Case Study: Cost -Effective Form -Filling Assistant

ÅTask: conversational assistant that routes the user to the right form and helps fill it

ÅConstraints : 5-star conversational experience at low compute cost

Å3 training domains: FlyCorp , BigBankCorp , CoffeeCorp

Å3 testing domains: DriveCorp , LuxuryCorp , ShopCorp

ÅMetric: GREADTH 

ðGrounded, Responsive, Accurate, Disciplined, Transparent, Helpful

ÅMethod: 

ðGenerate synthetic tapes with 19 user agents and a 5 -node LLAMA -405B Teacher

ðFinetune 1 -node LLAMA -8B Student

ÅOutcome: student matches GPT -4o performance at 300x lower cost
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Student is 330x Cheaper
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Agentic Frameworks: How Does TapeAgents  Compare?
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What is a Web Agent?

Web Agent

Observations

Actions

User

Book me a 
world -wide tour 

for my rock 

band next July 

and August
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Web Agents Act on the Web on Behalf of Human Users

Involves

ÅTask / goal understanding

(natural language)

ÅSituational awareness

ÅLong -term planning

ÅDetailed action executionWeb Agent

User

Observations

Actions

Book me a 
world -wide tour 

for my rock 

band next July 

and August
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Making a basic Web Agent

Execute actions

ÅPython + Playwright

Prompt

ÅTask Description

ÅWeb Page as text

ÅAction Space

Answer

Å Action 1

Å Action 2

Task

Fly me to 
Yellowstone 
for the next 
long weekend
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You can do this by prompting an LLM

Task:
- Enter "Enola" into the text field and press Submit.

DOM (Web Page):
<html>
<body>
Χ
</body>
</html>

Action space:

# Fill out a form field
fill(backend_id: str, value: str)

# Click an element
click(backend_id: str)

# Move the mouse to a location
mouse_move(x: float, y: float)

Answer Format:
<action>
Your actions
</action>

Example prompt (simplified):

<action>
fill('14', 'Enola')
click('15')
</action>

LLM response:



ReAct

Agent: GPT-4 + ReAct



NOTE: 8x speedup

ReAct

Agent: GPT-4 + ReAct
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How do we evaluate web agents?

Source: https://miniwob.farama.org/index.html  (MiniWoB++)

https://miniwob.farama.org/index.html
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Realistic Trace -based Benchmarks

WebLINX (Lù et al., 2024)

Mind2Web (Deng et al., 2023)

Thousands of human -generated 
observation -action traces

Real websites

Evaluation based on ògold tracesó (what 
about alternative solutions?)

Traces can be memorized

NNetNav  (Murty et al., 2024)
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Realistic Live Environment  Benchmarks

Open Web Environments

AssistantBench  (Yoran  et al., 2024)

WorkArena: Web Agentsfor Common KnowledgeWork Tasks

(a) WorkArena

Browser
Web Agent

Observation

Chat

User: show me 

flights from 

MTL to NYC

Action

HTML

Screenshot

AXTree

cl i ck( bi d=" 103" )mouse_cl i ck( x=47. 2,  y=152. 6)

page. get _by_l abel ( " Sear ch" ) . cl i ck( )

Python (unsafe)

coord-based bid-based

(b) BrowserGym

Figure1: Overview of contributions: (a) WorkArena isabenchmark of 33 web tasksand 19,950 unique instances that cover common
waysof interacting with theServiceNow Platform, awidely-used enterprisesoftwareplatform. (b) BrowserGym isaPython environment
for designing and evaluating web agents, which includesarich set of actionsand multimodal observations(shown heretheHTML contents
of thepage, itsaccessibility tree, and theraw pixelsafter browser rendering).

interactions, such as the 500,000 daily users of Disney+ôs

customer help center (Maas, 2020). ServiceNowôsextensive

reachmakesit an ideal real-worldenvironment for evaluating

thepotential impact of UI assistants in theworkplace.

Our contributionsareasfollows:

ÅWorkArena: A realistic benchmark of enterprise-related

tasks for web agents comprising 19,950 unique task

instances (§3, Fig. 1a);

ÅBrowserGym: A new framework for thedevelopment and

evaluation of web agents, compatiblewith previousbench-

markslikeWebArena(Zhou et al., 2023), MiniWoB (Liu

et al., 2018; Shi et al., 2017a) and WebShop (Yao et al.,

2022), that offersaricher set of multimodal observations

(e.g., screenshot, accessibility tree, screen coordinates),

abroader set of actions(e.g., Python codeand high-level

primitives), and supports chat-based interactions (§ 4,

Fig. 1b); Surprisingly, these features contribute to

bringing our GPT-4 agent at the top of the leaderboard

on WebArena, with ascoreof 25.4%, contrasting with the

scoreof theoriginal paper, 14.4%.

ÅEmpir ical study: Wereport acollection of experiments

to assess the ability of state-of-the-art large language

model (LLM)-based agents to solveWorkArena, aswell

asan analysisof theimpact of thedifferent BrowserGym

featureson WorkArenaand MiniWoB (§5).

2. Related Works

Benchmarks for web agents: Early benchmarks for web

agents were based on synthetic web environments where

agentsweretasked withperforming low-level keyboard and

mouse actions (Shi et al., 2017b). Notable examples are

MiniWoB (Shi et al., 2017a; Liu et al., 2018), which offer a

collection of 125 toy web tasksranging from clicking aspe-

ciýcbutton to using abasic text editor, and WebShop (Yao

et al., 2022), asimulated e-commercewebsitewith shopping

tasksthat requiresearching and browsing acatalog of items.

Morerecently,Zhouet al. (2023) introducedWebArena, acol-

lection of 190 tasksbased on realistic websitesthat emulate

real-world domainssuch ase-commerce, social forums, col-

laborativesoftwaredevelopment, and content management.

WebArena isanotoriously challenging benchmark, with a

success rate of 14% for astate-of-the-art web agent based

on GPT-4, and 78% for human agents. Deng et al. (2023)

proposed Min2Web, alarge-scaledataset of 2,000 web inter-

actionsfrom137websitescuratedby humanannotators. Sim-

ilarly, Lù et al. (2024) proposeWebLINX, acurated dataset

of web interactionscomposed of 2337expert demonstrations

from 155 different real-world websites. In WebLINX, each

task is composed of a turn-based chat dialogue averaging

43 interactions per task. Last, Heet al. (2024) propose300

information-retrieval tasks, from 15 real-world consumer

websites (e.g., Amazon, Coursera, Booking), which areused

to evaluateWebVoyager, avision-based web agent.

Our proposed benchmark, WorkArena, is designed to

complement existing work by speciýcallyfocusing on

real-world enterprise software applications. It includes a

wide range of tasks that collectively encompass several

end-to-end workþows typically performed by knowledge

workers. Additionally, it poses a series of technical

challenges, such aspageswith very largedocument object

models (DOMs), non-standard HTML, and complex UI

elements, which we outline in § 3.2. This benchmark

integrates into BrowserGym, a new environment that we

proposefor theevaluation of web agents, which aggregates

all featuresproposed in previouswork, such asmultimodal

observations and code-based actions while being theýrst

to support chat-based agent-user interactions (§4.1).

LLM-based Agents: The scope of our experimental

contributionsislimited to web agentsthat rely on language

2

WorkArena  (Drouin, Gasse et al., 2024)

Tasks performed on a remote  server

More realistic (supports any website, latency)

No need for complex local setup

Can be unreliable (network issues)

Sandboxed environments

Tasks performed on locally hosted server

High bandwidth (for parallel experiments)

Limited to open -source software

Complex local setup (e.g., Docker)

Agnostic to action trace

Low memorization risk (no traces)

Evaluate end result rather than sequence of actions (e.g., database state)
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WorkArena: Web Agentsfor Common KnowledgeWork Tasks

(a) WorkArena

Browser
Web Agent

Observation

Chat

User: show me 

flights from 

MTL to NYC

Action

HTML

Screenshot

AXTree

cl i ck( bi d=" 103" )mouse_cl i ck( x=47. 2,  y=152. 6)

page. get _by_l abel ( " Sear ch" ) . cl i ck( )

Python (unsafe)

coord-based bid-based

(b) BrowserGym

Figure1: Overview of contributions: (a) WorkArena isabenchmark of 33 web tasksand 19,950 unique instances that cover common
waysof interacting with theServiceNow Platform, awidely-used enterprisesoftwareplatform. (b) BrowserGym isaPython environment
for designing and evaluating web agents, which includesarich set of actionsand multimodal observations(shown heretheHTML contents
of thepage, itsaccessibility tree, and theraw pixelsafter browser rendering).

interactions, such as the 500,000 daily users of Disney+ôs

customer help center (Maas, 2020). ServiceNowôsextensive

reachmakesit an ideal real-worldenvironment for evaluating

thepotential impact of UI assistants in theworkplace.

Our contributionsareasfollows:

ÅWorkArena: A realistic benchmark of enterprise-related

tasks for web agents comprising 19,950 unique task

instances (§3, Fig. 1a);

ÅBrowserGym: A new framework for thedevelopment and

evaluation of web agents, compatiblewith previousbench-

markslikeWebArena(Zhou et al., 2023), MiniWoB (Liu

et al., 2018; Shi et al., 2017a) and WebShop (Yao et al.,

2022), that offersaricher set of multimodal observations

(e.g., screenshot, accessibility tree, screen coordinates),

abroader set of actions(e.g., Python codeand high-level

primitives), and supports chat-based interactions (§ 4,

Fig. 1b); Surprisingly, these features contribute to

bringing our GPT-4 agent at the top of the leaderboard

on WebArena, with ascoreof 25.4%, contrasting with the

scoreof theoriginal paper, 14.4%.

ÅEmpir ical study: Wereport acollection of experiments

to assess the ability of state-of-the-art large language

model (LLM)-based agents to solveWorkArena, aswell

asan analysisof theimpact of thedifferent BrowserGym

featureson WorkArenaand MiniWoB (§5).

2. Related Works

Benchmarks for web agents: Early benchmarks for web

agents were based on synthetic web environments where

agentsweretasked withperforming low-level keyboard and

mouse actions (Shi et al., 2017b). Notable examples are

MiniWoB (Shi et al., 2017a; Liu et al., 2018), which offer a

collection of 125 toy web tasksranging from clicking aspe-

ciýcbutton to using abasic text editor, and WebShop (Yao

et al., 2022), asimulated e-commercewebsitewith shopping

tasksthat requiresearching and browsing acatalog of items.

Morerecently,Zhouet al. (2023) introducedWebArena, acol-

lection of 190 tasksbased on realistic websitesthat emulate

real-world domainssuch ase-commerce, social forums, col-

laborativesoftwaredevelopment, and content management.

WebArena isanotoriously challenging benchmark, with a

success rate of 14% for astate-of-the-art web agent based

on GPT-4, and 78% for human agents. Deng et al. (2023)

proposed Min2Web, alarge-scaledataset of 2,000 web inter-

actionsfrom137websitescuratedby humanannotators. Sim-

ilarly, Lù et al. (2024) proposeWebLINX, acurated dataset

of web interactionscomposed of 2337expert demonstrations

from 155 different real-world websites. In WebLINX, each

task is composed of a turn-based chat dialogue averaging

43 interactions per task. Last, Heet al. (2024) propose300

information-retrieval tasks, from 15 real-world consumer

websites (e.g., Amazon, Coursera, Booking), which areused

to evaluateWebVoyager, avision-based web agent.

Our proposed benchmark, WorkArena, is designed to

complement existing work by speciýcallyfocusing on

real-world enterprise software applications. It includes a

wide range of tasks that collectively encompass several

end-to-end workþows typically performed by knowledge

workers. Additionally, it poses a series of technical

challenges, such aspageswith very largedocument object

models (DOMs), non-standard HTML, and complex UI

elements, which we outline in § 3.2. This benchmark

integrates into BrowserGym, a new environment that we

proposefor theevaluation of web agents, which aggregates

all featuresproposed in previouswork, such asmultimodal

observations and code-based actions while being theýrst

to support chat-based agent-user interactions (§4.1).

LLM-based Agents: The scope of our experimental

contributionsislimited to web agentsthat rely on language

2

pip install browsergym - workarena

An open -source benchmark of ~600 work -related tasks built on the ServiceNow platform  

Tasks span basic UI interactions and complex realistic workflows Open Web

_Free_
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WorkArena ++  Towards Realistic Enterprise Workflows

C.2 Information Retr ieval (39ᶏ2 tasks)

To evaluate the retrieval ability of web agents, weformulate tasks requiring information extraction
from visual elements such asplots and text elementssuch as forms. Theagent is then requested to
perform adiverseset of follow-up tasksusing theretrieved information.

C.2.1 Dashboard retr ieval

(a) Dashboard retrieval L2 goal. (b) Dashboard retrieval L3 task description.

Figure 15: Dashboard retrieval task: a) The goal given to the agent in chat for the L2 difýculty level. b) The
description of thetask assigned to theagent for theL3 difýcultylevel.

Retrievevaluesor labels from bar plotsand piechartsand usetheinformation to perform subsequent
tasks likeýlteringlists based on thevalues, creating new incidents using labels, order items low in
stock, etc. In total, wehave29 dashboard retrieval tasksacrosseach L2 and L3 difýcultylevels. We
show theL2 goal and L3 task description inFig. 15 for atask requiring an agent to placeorder for items
low in stock after looking at acatalog chart. Theprotocol for thetask is in Fig. 27.

C.2.2 List and form retr ieval

(a) List/ form retrieval L2 goal. (b) List/ form retrieval L3 task description.

Figure 16: List/ form retrieval task: a) The goal given to the agent in chat for the L2 difýculty level. b) The
description of thetask assigned to theagent for theL3 difýcultylevel.

Retrieve information usingýltersand forms on theplatform and perform subsequent tasks such as
ordering itemsor providing an answer in thechat. In total, wehave10 dashboard retrieval tasksacross
each L2 and L3 difýcultylevels. Weshow theL2 goal and L3 task description in Fig. 16 for a task
requiring extracting information from aform. Theprotocol for thetask is in Fig. 28.

C.3 Data-dr iven decision making and reasoning (156ᶏ2 tasks)

Weevaluatetheability of web agentsto interpret data, perform logical and mathematical reasoning,
and taketask-related decisions.

20

Example: The agent is assigned a ticket and instruction: òPlease solve this.ó

WorkArena: Web Agentsfor Common KnowledgeWork Tasks

(a) WorkArena

Browser
Web Agent

Observation

Chat

User: show me 

flights from 

MTL to NYC

Action

HTML

Screenshot

AXTree

cl i ck( bi d=" 103" )mouse_cl i ck( x=47. 2,  y=152. 6)

page. get _by_l abel ( " Sear ch" ) . cl i ck( )

Python (unsafe)

coord-based bid-based

(b) BrowserGym

Figure1: Overview of contributions: (a) WorkArena isabenchmark of 33 web tasksand 19,950 unique instances that cover common
waysof interacting with theServiceNow Platform, awidely-used enterprisesoftwareplatform. (b) BrowserGym isaPython environment
for designing and evaluating web agents, which includesarich set of actionsand multimodal observations(shown heretheHTML contents
of thepage, itsaccessibility tree, and theraw pixelsafter browser rendering).

interactions, such as the 500,000 daily users of Disney+ôs

customer help center (Maas, 2020). ServiceNowôsextensive

reachmakesit an ideal real-worldenvironment for evaluating

thepotential impact of UI assistants in theworkplace.

Our contributionsareasfollows:

ÅWorkArena: A realistic benchmark of enterprise-related

tasks for web agents comprising 19,950 unique task

instances (§3, Fig. 1a);

ÅBrowserGym: A new framework for thedevelopment and

evaluation of web agents, compatiblewith previousbench-

markslikeWebArena(Zhou et al., 2023), MiniWoB (Liu

et al., 2018; Shi et al., 2017a) and WebShop (Yao et al.,

2022), that offersaricher set of multimodal observations

(e.g., screenshot, accessibility tree, screen coordinates),

abroader set of actions(e.g., Python codeand high-level

primitives), and supports chat-based interactions (§ 4,

Fig. 1b); Surprisingly, these features contribute to

bringing our GPT-4 agent at the top of the leaderboard

on WebArena, with ascoreof 25.4%, contrasting with the

scoreof theoriginal paper, 14.4%.

ÅEmpir ical study: Wereport acollection of experiments

to assess the ability of state-of-the-art large language

model (LLM)-based agents to solveWorkArena, aswell

asan analysisof theimpact of thedifferent BrowserGym

featureson WorkArenaand MiniWoB (§5).

2. Related Works

Benchmarks for web agents: Early benchmarks for web

agents were based on synthetic web environments where

agentsweretasked withperforming low-level keyboard and

mouse actions (Shi et al., 2017b). Notable examples are

MiniWoB (Shi et al., 2017a; Liu et al., 2018), which offer a

collection of 125 toy web tasksranging from clicking aspe-

ciýcbutton to using abasic text editor, and WebShop (Yao

et al., 2022), asimulated e-commercewebsitewith shopping

tasksthat requiresearching and browsing acatalog of items.

Morerecently,Zhouet al. (2023) introducedWebArena, acol-

lection of 190 tasksbased on realistic websites that emulate

real-world domainssuch ase-commerce, social forums, col-

laborativesoftwaredevelopment, and content management.

WebArena isanotoriously challenging benchmark, with a

success rate of 14% for astate-of-the-art web agent based

on GPT-4, and 78% for human agents. Deng et al. (2023)

proposed Min2Web, alarge-scaledataset of 2,000 web inter-

actionsfrom137websitescuratedby humanannotators. Sim-

ilarly, Lù et al. (2024) proposeWebLINX, acurated dataset

of web interactionscomposed of 2337expert demonstrations

from 155 different real-world websites. In WebLINX, each

task is composed of a turn-based chat dialogue averaging

43 interactionsper task. Last, Heet al. (2024) propose300

information-retrieval tasks, from 15 real-world consumer

websites (e.g., Amazon, Coursera, Booking), which areused

to evaluateWebVoyager, avision-based web agent.

Our proposed benchmark, WorkArena, is designed to

complement existing work by speciýcallyfocusing on

real-world enterprise software applications. It includes a

wide range of tasks that collectively encompass several

end-to-end workþows typically performed by knowledge

workers. Additionally, it poses a series of technical

challenges, such aspageswith very largedocument object

models (DOMs), non-standard HTML, and complex UI

elements, which we outline in § 3.2. This benchmark

integrates into BrowserGym, a new environment that we

proposefor theevaluation of web agents, which aggregates

all featuresproposed in previouswork, such asmultimodal

observations and code-based actions while being theýrst

to support chat-based agent-user interactions (§4.1).

LLM-based Agents: The scope of our experimental

contributionsislimited to web agentsthat rely on language
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Figure1: Overview of contributions: (a) WorkArena isabenchmark of 33 web tasksand 19,950 unique instances that cover common
waysof interacting with theServiceNow Platform, awidely-used enterprisesoftwareplatform. (b) BrowserGym isaPython environment
for designing and evaluating web agents, which includesarich set of actionsand multimodal observations(shown heretheHTML contents
of thepage, itsaccessibility tree, and theraw pixelsafter browser rendering).

interactions, such as the 500,000 daily users of Disney+ôs

customer help center (Maas, 2020). ServiceNowôsextensive

reachmakesit an ideal real-worldenvironment for evaluating

thepotential impact of UI assistants in theworkplace.

Our contributionsareasfollows:

ÅWorkArena: A realistic benchmark of enterprise-related

tasks for web agents comprising 19,950 unique task

instances (§3, Fig. 1a);

ÅBrowserGym: A new framework for thedevelopment and

evaluation of web agents, compatiblewith previousbench-

markslikeWebArena(Zhou et al., 2023), MiniWoB (Liu

et al., 2018; Shi et al., 2017a) and WebShop (Yao et al.,

2022), that offersaricher set of multimodal observations

(e.g., screenshot, accessibility tree, screen coordinates),

abroader set of actions(e.g., Python codeand high-level

primitives), and supports chat-based interactions (§ 4,

Fig. 1b); Surprisingly, these features contribute to

bringing our GPT-4 agent at the top of the leaderboard

on WebArena, with ascoreof 25.4%, contrasting with the

scoreof theoriginal paper, 14.4%.

ÅEmpir ical study: Wereport acollection of experiments

to assess the ability of state-of-the-art large language

model (LLM)-based agents to solveWorkArena, aswell

asan analysisof theimpact of thedifferent BrowserGym

featureson WorkArenaand MiniWoB (§5).

2. Related Works

Benchmarks for web agents: Early benchmarks for web

agents were based on synthetic web environments where

agentsweretasked withperforming low-level keyboard and

mouse actions (Shi et al., 2017b). Notable examples are

MiniWoB (Shi et al., 2017a; Liu et al., 2018), which offer a

collection of 125 toy web tasksranging from clicking aspe-

ciýcbutton to using abasic text editor, and WebShop (Yao

et al., 2022), asimulated e-commercewebsitewith shopping

tasksthat requiresearching and browsing acatalog of items.

Morerecently,Zhouet al. (2023) introducedWebArena, acol-

lection of 190 tasksbased on realistic websites that emulate

real-world domainssuch ase-commerce, social forums, col-

laborativesoftwaredevelopment, and content management.

WebArena isanotoriously challenging benchmark, with a

success rate of 14% for astate-of-the-art web agent based

on GPT-4, and 78% for human agents. Deng et al. (2023)

proposed Min2Web, alarge-scaledataset of 2,000 web inter-

actionsfrom137websitescuratedby humanannotators. Sim-

ilarly, Lù et al. (2024) proposeWebLINX, acurated dataset

of web interactionscomposed of 2337expert demonstrations

from 155 different real-world websites. In WebLINX, each

task is composed of a turn-based chat dialogue averaging

43 interactions per task. Last, Heet al. (2024) propose300

information-retrieval tasks, from 15 real-world consumer

websites (e.g., Amazon, Coursera, Booking), which areused

to evaluateWebVoyager, avision-based web agent.

Our proposed benchmark, WorkArena, is designed to

complement existing work by speciýcallyfocusing on

real-world enterprise software applications. It includes a

wide range of tasks that collectively encompass several

end-to-end workþows typically performed by knowledge

workers. Additionally, it poses a series of technical

challenges, such aspageswith very largedocument object

models (DOMs), non-standard HTML, and complex UI

elements, which we outline in § 3.2. This benchmark

integrates into BrowserGym, a new environment that we

proposefor theevaluation of web agents, which aggregates

all featuresproposed in previouswork, such asmultimodal

observations and code-based actions while being theýrst

to support chat-based agent-user interactions (§4.1).

LLM-based Agents: The scope of our experimental

contributionsislimited to web agentsthat rely on language
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Figure1: Overview of contributions: (a) WorkArena isabenchmark of 33 web tasksand 19,950 unique instances that cover common
waysof interacting with theServiceNow Platform, awidely-used enterprisesoftwareplatform. (b) BrowserGym isaPython environment
for designing and evaluating web agents, which includesarich set of actionsand multimodal observations(shown heretheHTML contents
of thepage, itsaccessibility tree, and theraw pixelsafter browser rendering).

interactions, such as the 500,000 daily users of Disney+ôs

customer help center (Maas, 2020). ServiceNowôsextensive

reachmakesit an ideal real-worldenvironment for evaluating

thepotential impact of UI assistants in theworkplace.

Our contributionsareasfollows:

ÅWorkArena: A realistic benchmark of enterprise-related

tasks for web agents comprising 19,950 unique task

instances (§3, Fig. 1a);

ÅBrowserGym: A new framework for thedevelopment and

evaluation of web agents, compatiblewith previousbench-

markslikeWebArena(Zhou et al., 2023), MiniWoB (Liu

et al., 2018; Shi et al., 2017a) and WebShop (Yao et al.,

2022), that offersaricher set of multimodal observations

(e.g., screenshot, accessibility tree, screen coordinates),

abroader set of actions(e.g., Python codeand high-level

primitives), and supports chat-based interactions (§ 4,

Fig. 1b); Surprisingly, these features contribute to

bringing our GPT-4 agent at the top of the leaderboard

on WebArena, with ascoreof 25.4%, contrasting with the

scoreof theoriginal paper, 14.4%.

ÅEmpir ical study: Wereport acollection of experiments

to assess the ability of state-of-the-art large language

model (LLM)-based agents to solveWorkArena, aswell

asan analysisof theimpact of thedifferent BrowserGym

featureson WorkArenaand MiniWoB (§5).

2. Related Works

Benchmarks for web agents: Early benchmarks for web

agents were based on synthetic web environments where

agentsweretasked withperforming low-level keyboard and

mouse actions (Shi et al., 2017b). Notable examples are

MiniWoB (Shi et al., 2017a; Liu et al., 2018), which offer a

collection of 125 toy web tasksranging from clicking aspe-

ciýcbutton to using abasic text editor, and WebShop (Yao

et al., 2022), asimulated e-commercewebsitewith shopping

tasksthat requiresearching and browsing acatalog of items.

Morerecently,Zhouet al. (2023) introducedWebArena, acol-

lection of 190 tasksbased on realistic websitesthat emulate

real-world domainssuch ase-commerce, social forums, col-

laborativesoftwaredevelopment, and content management.

WebArena isanotoriously challenging benchmark, with a

success rate of 14% for astate-of-the-art web agent based

on GPT-4, and 78% for human agents. Deng et al. (2023)

proposed Min2Web, alarge-scaledataset of 2,000 web inter-

actionsfrom137websitescuratedby humanannotators. Sim-

ilarly, Lù et al. (2024) proposeWebLINX, acurated dataset

of web interactionscomposed of 2337expert demonstrations

from 155 different real-world websites. In WebLINX, each

task is composed of a turn-based chat dialogue averaging

43 interactions per task. Last, Heet al. (2024) propose300

information-retrieval tasks, from 15 real-world consumer

websites (e.g., Amazon, Coursera, Booking), which areused

to evaluateWebVoyager, avision-based web agent.

Our proposed benchmark, WorkArena, is designed to

complement existing work by speciýcallyfocusing on

real-world enterprise software applications. It includes a

wide range of tasks that collectively encompass several

end-to-end workþows typically performed by knowledge

workers. Additionally, it poses a series of technical

challenges, such aspageswith very largedocument object

models (DOMs), non-standard HTML, and complex UI

elements, which we outline in § 3.2. This benchmark

integrates into BrowserGym, a new environment that we

proposefor theevaluation of web agents, which aggregates

all featuresproposed in previouswork, such asmultimodal

observations and code-based actions while being theýrst

to support chat-based agent-user interactions (§4.1).

LLM-based Agents: The scope of our experimental

contributionsislimited to web agentsthat rely on language

2

Service Catalog
3



© 2024 ServiceNow, Inc. All Rights Reserved. 39

WorkArena ++  Towards Realistic Enterprise Workflows

Solve a series of enterprise 

decision -making problems:
- Workload balancing

- Scheduling with constraints
- Assigning work to experts

Read dashboards and act:
- Restock IT asset inventory

Search for information in lists, 

forms, and KBs:
- Find if a userõs laptop is under 

warranty

Read dashboard, make 

calculations, take action

Budget management: choose 
where to invest based on 

expected return

Expense management

Navigate the platform to gather 

multiple bits of information and 
then solve a task:

- Offboard a user

Some tasks are purposely infeasible. 

Agent must detect this.

(132)

(78)

(312)

(56)

(104)

Overview of tasks
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WorkArena ++ is far from being solved
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WorkArena ++ is far from being solved
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What explains this?

Å Failure to plan

Å Hallucinated controls

Å Incorrect action syntax
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Benchmark Explosion

ÅMiniWoB++ (Shi et al., 2017; Liu et al., 2018) 125 tasks

ÅWebShop  (Yao, Chen et al., 2022) 12 087 tasks

ÅWebArena  (Zhou et al., 2023) 812 tasks

ÅVisualWebArena  (Koh et al., 2024) 910 tasks

ÅWebLINX (Lù et al., 2024) 2 300 tasks

ÅWebCanvas  (Pan et al., 2024) 438 tasks

ÅWebVoyager  (He et al., 2024) 643 tasks

ÅAssistantBench  (Yoran  et al., 2024)  214 tasks

ÅWorkArena ++ (ServiceNow Research, 2024) 682 tasks

Call for unification

Get everyone under the same 
roof for a great Meta -
Benchmark
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A unified evaluation platform

> Standard Observation Space

Å HTML 

Å Screenshots 

Å Accessibility Tree

Å And more

> Standard Action Space

> Regroups most major benchmarks 

(thousands of realistic tasks)

WorkArena: Web Agents for Common KnowledgeWork Tasks
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Figure1: Overview of contributions: (a) WorkArena isabenchmark of 29 web tasksand 18,050 unique instances that cover common
waysof interacting with theServiceNow Platform, awidely-used enterprisesoftwareplatform. (b) BrowserGym isaPython environment
for designing and evaluating web agents, which includesarich set of actionsand multimodal observations(shown heretheHTML contents
of thepage, itsaccessibility tree, and theraw pixelsafter browser rendering).

customer help center (Maas, 2020). ServiceNowôsextensive

reachmakesit an ideal real-worldenvironment for evaluating

thepotential impact of UI assistants in theworkplace.

Our contributionsareasfollows:

ÅWorkArena: A realistic benchmark of enterprise-related

tasks for web agents comprising 18,050 unique task

instances (§3, Fig. 1a);

ÅBrowserGym: A new framework for thedevelopment and

evaluation of web agents, compatiblewith previousbench-

markslikeWebArena(Zhou et al., 2023), MiniWoB (Liu

et al., 2018; Shi et al., 2017a) and WebShop (Yao et al.,

2022), that offersaricher set of multimodal observations

(e.g., screenshot, accessibility tree, screen coordinates),

abroader set of actions(e.g., Python codeand high-level

primitives), and supports chat-based interactions (§ 4,

Fig. 1b); Surprisingly, these features contribute to

bringing our GPT-4 agent at the top of the leaderboard

on WebArena, with ascoreof 25.4%, contrasting with the

scoreof theoriginal paper, 14.4%.

ÅEmpir ical study: Wereport acollection of experiments

to assess the ability of state-of-the-art large language

model (LLM)-based agents to solveWorkArena, aswell

asan analysisof theimpact of thedifferent BrowserGym

featureson WorkArenaand MiniWoB (§5).

2. Related Works

Benchmarks for web agents: Early benchmarks for web

agents were based on synthetic web environments where

agentsweretasked with performing low-level keyboard and

mouse actions (Shi et al., 2017b). Notable examples are

MiniWoB (Shi et al., 2017a; Liu et al., 2018), which offer a

collection of 125 toy web tasksranging from clicking aspe-

ciýcbutton to using abasic text editor, and WebShop (Yao

et al., 2022), asimulated e-commercewebsitewith shopping

tasksthat requiresearching and browsing acatalog of items.

Morerecently,Zhouet al. (2023) introducedWebArena, acol-

lection of 190 tasksbased on realistic websites that emulate

real-world domainssuch ase-commerce, social forums, col-

laborativesoftwaredevelopment, and content management.

WebArena isanotoriously challenging benchmark, with a

success rate of 14% for a state-of-the-art web agent based

on GPT-4, and 78% for human agents. Deng et al. (2023)

proposed Min2Web, alarge-scaledataset of 2,000 web inter-

actionsfrom137websitescuratedby humanannotators. Sim-

ilarly, Lù et al. (2024) proposeWebLINX, acurated dataset

of web interactionscomposed of 2337expert demonstrations

from 155 different real-world websites. In WebLINX, each

task is composed of a turn-based chat dialogue averaging

43 interactions per task. Last, Heet al. (2024) propose300

information-retrieval tasks, from 15 real-world consumer

websites (e.g., Amazon, Coursera, Booking), which areused

to evaluateWebVoyager, avision-based web agent.

Our proposed benchmark, WorkArena, is designed to

complement existing work by speciýcallyfocusing on

real-world enterprise software applications. It includes a

wide range of tasks that collectively encompass several

end-to-end workþows typically performed by knowledge

workers. Additionally, it poses a series of technical

challenges, such aspageswith very largedocument object

models (DOMs), non-standard HTML, and complex UI

elements, which we outline in § 3.2. This benchmark

integrates into BrowserGym, a new environment that we

proposefor theevaluation of web agents, which aggregates

all featuresproposed in previouswork, such asmultimodal

observations and code-based actions, while being theýrst

to support chat-based agent-user interactions (§4.1).
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pip install browsergym



© 2024 ServiceNow, Inc. All Rights Reserved. 44

pip install browsergym

Human  evaluation 

for any benchmark!
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A toolbox for agent design

> Simple building blocks for agents

> Tools to inspect their behavior

> Experimental framework:

> Easy large -scale evaluation

> Reproducibility features
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